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Logic of our approach and contribution

Humans perform better than state-of-the art CV on many tasks/images

When monkeys perform similarly to humans on these tasks/images

We can bring to bear more powerful tools to 
study these mechanisms 

State-of-the-art computer vision is far from perfect   

=> human brain contains important to-be-discovered 
processing mechanisms 

=> monkey brain contains important to-be-discovered 
processing mechanisms (e.g. bidirectional computing?)



Overview of what we are contributing to the MURI team effort (Aim 1)

Behavioral 
report

We can measure the evolution of 
the brain’s solution in two ways: 

 IT decoded population activity 
Subject’s perceptual report 1

2

When does this solution depend on feedback?

We aim to selectively 
disrupt processing here 12

Sought after deliverables:  !
Which tasks and which images 
require ventral-stream cortical-
cortical bidirectional computing?

Guide CV models

We can monitor  
solution up here 
at high temporal 

resolution
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Comparison of Object Recognition Behavior in Human and Monkey 
R. Rajalingham, K Schmidt, J.J. DiCarlo, J Neuroscience (in press)

Human Rhesus monkey (in Lab)

“camel” confused with “dog”

Monkey performance and pattern of object confusions on visual 
object recognition tasks is indistinguishable from human

“tank” confused with “truck”

Fraction of behavioral reports

Background:



“

• uncorrelated, new background every image  	



• generative space of images, each with a single 
experimenter-known foreground object and 
other latent parameters (e.g. position, pose).	



Our prior recent work:



     ”ecaf“ not “face” 

...... n>100 n>700

One example core object recognition test:



Background: We can “read” IT population codes that are highly 
predictive of behavior
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Background:

IT Cortex Contains a General-Purpose Visual Object Representation 
Ha Hong1,2*, Daniel Yamins1*, Najib Majaj1,3, and James J. DiCarlo1    (*equal contribution)  
1Department of Brain and Cognitive Sciences and McGovern Institute for Brain Research, MIT, Cambridge MA. 2Harvard-MIT Division 
of Health Sciences and Technology, MIT, Cambridge MA.  3Present address: Center for Neural Science, New York University, New 
York, New York, USA. 
 
Extensive research has shown that Inferior Temporal (IT) cortex is a key brain area underlying invariant 
object recognition.  More recently, it has been uncovered that position is also coded in IT and human LOC.  
Here we show that IT neurons support robust readout of a variety of object parameters that characterize 
scene description in the central visual field. 

We recorded neural responses in IT and V4 to set of 5760 images of photorealistic objects in a variety 
of categories, placed in complex realistic scenes, with significant variation in object position, size, and in-
plane and out-of-plane rotation.  Consistent with known results, IT achieves high invariant categorization and 
identification performance for these images.  We also find that the IT representation object of position is 
highly robust, with units that encode location accurately across the full range of tested positions — even 
across widely varying object geometries, pose and size variation, and cluttered backgrounds that make this 
task very challenging for lower-level visual representations.   We find similarly robust IT encodings for a 
variety of additional object parameters, including size, pose, perimeter, and aspect ratio, for which lower-level 
representations appear to have effectively no decoding power.  While IT exhibits the ability to discount 
identity-preserving variation to solve categorization tasks, it simultaneously encodes a suite of “identity-
orthogonal” dimensions, that, combined with category and object identity encodings, form a basis for a full 
scene description.  

Moreover, while the representation of object identity and category is highly distributed across IT sites, 
the representations for these other properties (e.g. position) is typically more sparsely encoded, with a small 
proportion of highly responsive sites responsible for much of the decoding capacity.  Taken together, these 
results suggest that IT contains a general representation of the visual environment in which key object 
parameters have been extracted and factored.   
!!!!!!!!!!!!!

!!!!!!!!!!!
 

Fig. 1: We measured multi-unit neural responses to briefly presented (RSVP) images from 168 IT and 128 V4 sites in two 
passively fixating macaques using chronically implanted electrode arrays.  We recorded 5760 images of a variety of 
photorealistic 3D objects in each of 8 natural categories.  Objects were shown within the central 8o of the retina on complex 
background scenes at a broad range of position, scale, and pose views.  By choosing different neural decoding rules for 
interpreting IT output, information relevant to a wide variety of natural tasks can be read out from the neurons.  These 
decoding rules are simple weighted sums of neural units.  The sparseness of these weightings corresponds to how distributed 
the task-relevant data is in the neural population.  We assessed performance for a wide variety of tasks including basic-level 
categorization (e.g. animals vs. boats vs. cars etc.) and subordinate-level identification (e.g. face 1 vs. face 2 vs. face 3 etc.), 
as well as continuous-valued tasks like object position, size, pose, and aspect-ratio estimation.  In the categorical cases, we 
used linear classifiers to find the optimal weightings; for the continuous estimation tasks, we used linear regression.!!!!
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Figure 5: Consistency of neural population decoding with human performance pattern.

a. Scatters show human performance (x-axis) versus neural performance (y-axis) for a variety
of tasks. Large squares show the aggregated tasks (n = 14) indicated in Fig. 4b. Small circles
(n = 30) indicate values for further breakdown of the data into subordinate identification and
pose estimation tasks on a per-category basis (see text and SI for details). b. Summary of
data from panel a. Bar height represents Spearmans R correlation between human and neural
decode for the 14 aggregated tasks (top panel) and 44 disaggregated tasks (bottom panel).
Error bars are standard deviations due to be task and image variation (see SI for details).
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Figure 5: Consistency of neural population decoding with human performance pattern.

a. Scatters show human performance (x-axis) versus neural performance (y-axis) for a variety
of tasks. Large squares show the aggregated tasks (n = 14) indicated in Fig. 4b. Small circles
(n = 30) indicate values for further breakdown of the data into subordinate identification and
pose estimation tasks on a per-category basis (see text and SI for details). b. Summary of
data from panel a. Bar height represents Spearmans R correlation between human and neural
decode for the 14 aggregated tasks (top panel) and 44 disaggregated tasks (bottom panel).
Error bars are standard deviations due to be task and image variation (see SI for details).
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IT codes also explain/predict behavior on other object latent variables

We can “read” IT population codes that are highly 
predictive of behavior

CV: “object detection”



We have shown that feedforward CNN models are very good 
predictors of ventral stream neuronal responses 
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Background:

Performance-optimized hierarchical models predict
neural responses in higher visual cortex
Daniel L. K. Yaminsa,1, Ha Honga,b,1, Charles F. Cadieua, Ethan A. Solomona, Darren Seiberta, and James J. DiCarloa,2

aDepartment of Brain and Cognitive Sciences and McGovern Institute for Brain Research, Massachusetts Institute of Technology, Cambridge, MA 02139;
and bHarvard-MIT Division of Health Sciences and Technology, Institute for Medical Engineering and Science, Massachusetts Institute of Technology,
Cambridge, MA 02139

Edited by Terrence J. Sejnowski, Salk Institute for Biological Studies, La Jolla, CA, and approved April 8, 2014 (received for review March 3, 2014)

The ventral visual stream underlies key human visual object re-
cognition abilities. However, neural encoding in the higher areas of
the ventral stream remains poorly understood. Here, we describe
a modeling approach that yields a quantitatively accurate model of
inferior temporal (IT) cortex, the highest ventral cortical area. Using
high-throughput computational techniques, we discovered that,
within a class of biologically plausible hierarchical neural network
models, there is a strong correlation between a model’s categoriza-
tion performance and its ability to predict individual IT neural unit
response data. To pursue this idea, we then identified a high-per-
forming neural network that matches human performance on
a range of recognition tasks. Critically, even though we did not
constrain this model to match neural data, its top output layer turns
out to be highly predictive of IT spiking responses to complex nat-
uralistic images at both the single site and population levels. More-
over, the model’s intermediate layers are highly predictive of neural
responses in the V4 cortex, a midlevel visual area that provides the
dominant cortical input to IT. These results show that performance
optimization—applied in a biologically appropriate model class—
can be used to build quantitative predictive models of neural
processing.

computational neuroscience | computer vision | array electrophysiology

Retinal images of real-world objects vary drastically due to
changes in object pose, size, position, lighting, nonrigid de-

formation, occlusion, and many other sources of noise and var-
iation. Humans effortlessly recognize objects rapidly and accurately
despite this enormous variation, an impressive computational feat
(1). This ability is supported by a set of interconnected brain areas
collectively called the ventral visual stream (2, 3), with homologous
areas in nonhuman primates (4). The ventral stream is thought to
function as a series of hierarchical processing stages (5–7) that
encode image content (e.g., object identity and category) increas-
ingly explicitly in successive cortical areas (1, 8, 9). For example,
neurons in the lowest area, V1, are well described by Gabor-like
edge detectors that extract rough object outlines (10), although the
V1 population does not show robust tolerance to complex image
transformations (9). Conversely, rapidly evoked population activity
in top-level inferior temporal (IT) cortex can directly support real-
time, invariant object categorization over a wide range of tasks (11,
12). Midlevel ventral areas—such as V4, the dominant cortical
input to IT—exhibit intermediate levels of object selectivity and
variation tolerance (12–14).
Significant progress has been made in understanding lower

ventral areas such as V1, where conceptually compelling models
have been discovered (10). These models are also quantitatively
accurate and can predict response magnitudes of individual
neuronal units to novel image stimuli. Higher ventral cortical
areas, especially V4 and IT, have been much more difficult to
understand. Although first principles-based models of higher
ventral cortex have been proposed (15–20), these models fail to
match important features of the higher ventral visual neural
representation in both humans and macaques (4, 21). Moreover,
attempts to fit V4 and IT neural tuning curves on general image
stimuli have shown only limited predictive success (22, 23).

Explaining the neural encoding in these higher ventral areas thus
remains a fundamental open question in systems neuroscience.
As with V1, models of higher ventral areas should be neurally

predictive. However, because the higher ventral stream is also
believed to underlie sophisticated behavioral object recognition
capacities, models must also match IT on performance metrics,
equalling (or exceeding) the decoding capacity of IT neurons on
object recognition tasks. A model with perfect neural predictivity
in IT will necessarily exhibit high performance, because IT itself
does. Here we demonstrate that the converse is also true, within
a biologically appropriate model class. Combining high-throughput
computational and electrophysiology techniques, we explore a wide
range of biologically plausible hierarchical neural network models
and then assess them against measured IT and V4 neural response
data. We show that there is a strong correlation between a model’s
performance on a challenging high-variation object recognition
task and its ability to predict individual IT neural unit responses.
Extending this idea, we used optimization methods to iden-

tify a neural network model that matches human performance
on a range of recognition tasks. We then show that even though
this model was never explicitly constrained to match neural data,
its output layer is highly predictive of neural responses in IT
cortex—providing a first quantitatively accurate model of this
highest ventral cortex area. Moreover, the middle layers of the
model are highly predictive of V4 neural responses, suggesting
top-down performance constraints directly shape intermediate
visual representations.

Significance

Humans and monkeys easily recognize objects in scenes. This
ability is known to be supported by a network of hierarchically
interconnected brain areas. However, understanding neurons
in higher levels of this hierarchy has long remained a major
challenge in visual systems neuroscience. We use computa-
tional techniques to identify a neural network model that
matches human performance on challenging object categori-
zation tasks. Although not explicitly constrained to match
neural data, this model turns out to be highly predictive of
neural responses in both the V4 and inferior temporal cortex,
the top two layers of the ventral visual hierarchy. In addition to
yielding greatly improved models of visual cortex, these results
suggest that a process of biological performance optimization
directly shaped neural mechanisms.

Author contributions: D.L.K.Y., H.H., and J.J.D. designed research; D.L.K.Y., H.H., and
E.A.S. performed research; D.L.K.Y. contributed new reagents/analytic tools; D.L.K.Y.,
H.H., C.F.C., and D.S. analyzed data; and D.L.K.Y., H.H., and J.J.D. wrote the paper.
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See Commentary on page 8327.
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This article contains supporting information online at www.pnas.org/lookup/suppl/doi:10.
1073/pnas.1403112111/-/DCSupplemental.
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Models that correctly incorporate feedback may be needed.

But these models predict only 50% of the behaviorally-relevant response variance 



Behavioral 
report

When does this solution depend on feedback?

We aim to selectively 
disrupt processing here 12

MURI Team:  Find images who’s solution likely depends on bidirectional computing

Step 1) Find images/tasks where 
human behavior better than 
state-of-the-art feedforward CV 
model behavior (Beck)

Check point: do those images show evidence 
of (slightly) longer than average processing 
time?

Step 2) Port same images and 
tasks to behaving monkey 
subjects so that we can study 
and manipulate neural circuits 

Check point: do monkeys show same pattern of 
behavior as humans on each of these images?

Step 3) Study and manipulate the 
relevant neural circuits in monkeys 

—> if not, need to further refine the images here.

Overview of our ongoing MURI team plan

DiCarlo 
Aim 0

We can monitor  
solution up here 
at high temporal 

resolution
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Comparison of Object Recognition Behavior in Human and Monkey 
R. Rajalingham, K Schmidt, J.J. DiCarlo, J Neuroscience (in press)

Human Rhesus monkey (in Lab)

“camel” confused with “dog”

We have found that monkey performance and pattern of object confusions 
on visual object recognition tasks is indistinguishable from human

“tank” confused with “truck”

Fraction of behavioral reports
DiCarlo 
Aim 0
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• Wireless
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Higher-throughput monkey psychophysics



Higher-throughput monkey psychophysics

Lab

n=25

Homecage

n=25

0

10,000

30,000

50,000

T
o
ta

l 
#
 o

f 
tr

ia
ls

Be
ha

vio
ra

l t
ria

ls 
pe

r m
on

th

0.7

0.75

0.8

0.85

F
ra

c
ti
o
n
 c

o
rr

e
c
t

Lab

n=25

Homecage

n=25

DiCarlo 
Aim 0

In
 L

ab

H
om

ec
ag

e

In
 L

ab

H
om

ec
ag

e



8x8 confusion matrices

Monkey  
(In Lab)

Monkey 
(Homecage)

*

*

* *

0 1 2 3 4 5
0

1

2

3

4

5

Lab d’

H
om

ec
ag

e 
d’

Interleaved, dprimemat (r=0.89655)

DiCarlo 
Aim 0

Higher-throughput monkey psychophysics



Monkey behavior on ImageNet images (from Beck)
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Behavioral 
report

When does this solution depend on feedback?

We aim to selectively 
disrupt processing here 12

MURI Team:  Find images who’s solution likely depends on bidirectional computing

Step 1) Find images/tasks where 
human behavior better than 
state-of-the-art feedforward CV 
model behavior (Beck)

Check point: do those images show evidence 
of longer than average processing time?

Step 2) Port same images and 
tasks to behaving monkey 
subjects so that we can study 
and manipulate neural circuits 

Check point: do monkeys show same pattern of 
behavior as humans on each of these images?

Step 3) Study and manipulate the 
relevant neural circuits in monkeys 

—> if not, need to further refine the images here.

Overview of what we are contributing to the MURI team effort (Aim 1)

DiCarlo 
Aim 0

We can monitor  
solution up here 
at high temporal 

resolution

Done/ready
We need more data from humans and monkeys 

(our MURI team is working on this) 
We plan to also test on “detection” tasks

DiCarlo 
Aim 1

DiCarlo 
Aim 2
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Plan: simultaneous recording of hundreds of neural sites in IT

2.4.2 Expose a predicted signature of bidirectional computing by measuring the 
temporal evolution of the IT population representation of objects (DiCarlo, Beck)
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MURI logic: This approach gives us moment-to-moment access to the neural signals 
underlying these CV-challenging tasks.  If some or all of these tasks require 
bidirectional computing, then the population signal should emerge later in time. 

Analyze the temporal evolution of the IT population object code.  

Progess/Status:  We have trained two monkeys in object categorization tasks.  We are 
refining tasks and images with the MURI team.  Will start neural recording after that.

DiCarlo 
Aim 1

2.4.2 Expose a predicted signature of bidirectional computing by measuring the 
temporal evolution of the IT population representation of objects (DiCarlo, Beck)



Behavioral 
report

Approach 1:  Temporally-delayed blockade of dominant cortical input to IT cortex 

Do those solutions depend on this?
We can monitor  
solution up here 
at high temporal 

resolution

DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .

Apply optogentic blockade of central V4 or PIT at time lags 
after image onset on randomly-interleaved trials.

Logic: information built from cortical-cortical 
bidirectional computing is prevented from 
reaching IT. 
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feedforward mechanisms

Expected form of our results:

No effect

MURI logic:  For tasks and images that require bidirectional 
computing, we should disrupt IT and behavioral 
performance (relative to reference tasks and images).

DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .
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(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .
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DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .

Technical steps and progress thus far:

Demonstrate that optogenetic control can:
- suppress ventral stream neurons with rapid temporal onset
- produce predictable behavioral disruption 

Develop, test, and deploy a method for delivering light to large regions of cortex
- Chronic LED arrays: Design and construct 

- Heat and power testing

- Surgical implantation techniques
- Demonstrate predictable behavioral suppression

- Test optogenetic control performance in simpler cortical area (V1)

- Test optogenetic control performance in ventral stream (V4, IT)
- Confirm neural suppression
- Confirm behavioral disruption
- Test behavioral disruption at different time lags (relative to image onset) 
- Test behavioral disruption at different time lags for MURI images

Partial MURI goal using Approach 1.

Implant for both IT population recording and V4 optogenetic suppression
- Test behavioral and neural disruption at different time lags for MURI images

Full MURI goal using Approach 1.
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face
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Issa and DiCarlo, J Neurosci (2012)
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Demonstrate that optogenetic control can suppress 
ventral stream neurons with rapid temporal onset

Example IT sites

Same visual 
input on 
interleaved trials

Time from image onset (msec)

Control
Laser on

Viral construct:  AAV, CAG, ArchT 



Demonstrate that optogenetic control can produce (predicted) 
behavioral disruption in object discrimination tasks

Afraz, Boyden and DiCarlo, VSS (2014) 
Afraz, Boyden and DiCarlo, PNAS (2015) visual field
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18 sessions 
each 1600 
trials 

Control
Laser on

Trial-by-trial 
interleaved 
optical 
suppression of 
~1 mm IT sub-
regions

Male Female

**



Demonstrate that 
optogenetic control can 
produce (predicted) 
behavioral disruption in 
object discrimination tasks
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DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .

Technical steps and progress thus far:

Demonstrate that optogenetic control can:
- suppress ventral stream neurons with rapid temporal onset
- produce predictable behavioral disruption 

Develop, test, and deploy a method for delivering light to large regions of cortex
- Chronic LED arrays: Design and construct 

- Heat and power testing

- Surgical implantation techniques
- Demonstrate predictable behavioral suppression

- Test optogenetic control performance in simpler cortical area (V1)

- Test optogenetic control performance in ventral stream (V4, IT)
- Confirm neural suppression
- Confirm behavioral disruption
- Test behavioral disruption at different time lags (relative to image onset) 
- Test behavioral disruption at different time lags for MURI images

Implant for both IT population recording and V4 optogenetic suppression
- Test behavioral and neural disruption at different time lags for MURI images



Develop, test, and deploy a method for delivering light to large regions of cortex



Develop, test, and deploy a method for delivering light to large regions of cortex
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DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .

Technical steps and progress thus far:

Demonstrate that optogenetic control can:
- suppress ventral stream neurons with rapid temporal onset
- produce predictable behavioral disruption 

Develop, test, and deploy a method for delivering light to large regions of cortex
- Chronic LED arrays: Design and construct 

- Heat and power testing

- Surgical implantation techniques
- Demonstrate predictable behavioral suppression

- Test optogenetic control performance in simpler cortical area (V1)

- Test optogenetic control performance in ventral stream (V4, IT)
- Confirm neural suppression
- Confirm behavioral disruption
- Test behavioral disruption at different time lags (relative to image onset) 
- Test behavioral disruption at different time lags for MURI images

Implant for both IT population recording and V4 optogenetic suppression
- Test behavioral and neural disruption at different time lags for MURI images



Behavioral 
report

Approach 1:  Temporally-delayed blockade of dominant cortical input to IT cortex 

Do those solutions depend on this?
We can monitor  
solution up here 
at high temporal 

resolution

DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .

Apply optogentic blockade of central V4 or PIT at time lags 
after image onset on randomly-interleaved trials.

Logic: information built from cortical-cortical 
bidirectional computing is prevented from 
reaching IT. 



Behavioral 
report

Approach 1:  Temporally-delayed blockade of dominant cortical input to IT cortex 

Logic: information building from cortical-cortical 
bidirectional computing (over one stage) is 
eliminated. 

Do those solutions depend on this?
We can monitor  
solution up here 
at high temporal 

resolution

DiCarlo 
Aim 2

(MURI 2.4.4) Test causality: When do IT object representations depend on 
bidirectional computing? (DiCarlo) .

Apply optogentic blockade of central V4 or PIT at time lags 
after image onset on randomly-interleaved trials.

Approach 2:  Trial-interleaved blockade of only 
cortical-cortical feedback projections 

Would be a cleaner manipulation 
than Approach 1, and would 
complement our understanding from 
that work.  But no group has yet 
demonstrated these more advanced 
optogenetic tools in a monkey.



Retrograde Approach - Inhibit cell bodies

Anterior

IT

Posterior

IT

feedback

Behavior

Inject
CAV,HSV,Lenti,AAV

Retrograde virus strategy - cell bodies

feed
forwa

rd

Viruses testing: 
CAV‐GFP‐Cre (retrograde) 

HSV‐LT‐Ef1a‐eGFP (retrograde) !
Lenti‐Fug E-GFP 

Lenti‐Fug B2-GFP !
Lenti‐CAG‐Chrimson‐TdTomato 
Lenti‐Tloop‐Chrimson‐TdTomato

DiCarlo 
Aim 2



Anterograde Approach - Inhibit axons

Anterior
IT

Posterior
IT

feedback

feedforward

Behavior

Inject
AAV-ArchT

Anterograde virus strategy - axons

feedforwa
rd

Viruses testing: !
AAV2/1.CB7.CI.mCherry.WPRE.rBG (2/1. mCherry) 

AAV2/9.hSyn.hChR2(H134R)-eYFP.WPRE.hGH  
AAV2/8 Jaws-GFP-ER2 (anterograde)

DiCarlo 
Aim 2



Pilot injection & histology

HSV‐LT‐Ef1a‐eGFP (retrograde) 
 4 days post-injection into LIP

DiCarlo 
Aim 2




